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Abstract 
 
 This design project is designed to produce a working prototype of a small 
reconnaissance robot. It is designed to meet the needs of the now-defunct 
HeliOS project’s sub-vehicle. The robot must meet several requirements, among 
them small size, low weight, image capturing ability, autonomous operation, and 
durability. The principal challenge of the project is balancing all of these 
requirements in an effective solution. This paper presents the progress made on 
the project since the end of last semester. This covers several aspects, among 
them the overall approach, a list of components, test procedures, and risks. Also 
included in this proposal are budgets, timelines and a summary of the whole 
project as it is currently. On the whole, the construction of this robot should 
provide sufficient challenge so as to qualify as a Senior Design project. If it later 
turns out that it does not, then this project is scaleable to the point where it 
becomes a worthy challenge again, although hopefully the project will not need to 
be so reconstructed at this late time. 
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Project Progress 
 

Design Approach 
 

The approach that we plan to use for the project is more or less 
unchanged. Most of the material from the final report of last semester remains 
accurate, with the following update to the “Program” Section: 

Program 

 Programming has not yet begun as the vehicle is not yet fully assembled.  
However greater research into the methods necessary for the program has 
yielded some changes in the approach that will be used.  The main difficulty 
comes in Simultaneous Localization and Mapping (SLAM).  Indeed this has 
proved to be a very complicated field as demonstrated by the numerous 
teams entering the DARPA Grand Challenge.  While they were clearly 
successful they do have several advantages.   
 Since we are designing a very small vehicle we will not have large sensor 
arrays, instead we are only using a compass for direction and an IR sensor 
for distance.  This means that the vehicle must sketch out its surroundings 
using the sensor then move around within them while keeping track of where 
it actually is. 
 Our initial program design did not take into account the process necessary 
to make up for errors in odometry.  That is when the robot moves it will use its 
wheel encoders to keep track of where it thinks it is.  However there will be 
some error and this has to be corrected using the IR sensor.  Therefore the 
vehicle must be able to pick out stationary landmarks around it to judge where 
its position is: 
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Images from “SLAM for Dummies” by Soren Riisgaard and Morten Rufus Blas 

 
In order to accomplish this some dramatic changes were made to the 
program design.  First is the switch to an XY coordinate system rather than a 
simple array.  The distance readings from the IR sensor will be converted and 
overlaid to an XY coordinate system in memory.  The points will then need to 
be analyzed to determine where the landmarks are.  This is done using a 
method called spike landmarks.   
 Spike landmark extraction uses extrema to identify which points are 
landmarks.  By setting a threshold value of say 0.5 meters you can identify 
every time there is a drastic change in the distances reported.  In this way the 
vehicle will be able to identify objects like legs of a chair and use them as 
points to orient itself in the room.   
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 Once the landmarks are identified they need to me compared to the 
current landmarks in memory to see if they have already been identified.  This 
will be done by using a simple distance formula on the XY grid.  Whichever 
landmark is closest will be paired with the new landmark.  The pairs will then 
be tested against another threshold and if they are close enough together 
then the vehicle can determine how far off course it is from the error in the 
odometry.   
 The complicated part will be in the implementation of these IR landmark 
readings.  Since there is error associated in the IR readings as well they 
should not be trusted entirely.  It is foreseeable that the for a landmark that is 
very thick, like a large book placed on the ground, that it would pass the 
landmark threshold test but since it is seeing the other side of the book it tells 
the vehicle that it’s odometry is off by 8 inches.   

 
To compensate for this the traditional method is to assign weights to the 
odometry and sensor readings and then estimate the position using the 
different measurements.  At this point the discussion moves to one of 
statistics.  The traditional method of dealing with this is to use a recursive filter 
called a Kalman Filter.  We hope to avoid implementing one on our vehicle 
though because it adds a great deal of computational complexity for such a 
small machine.   
 Generally they are used on robots trying to map out a room to a resolution 
of 2-3cm which is far more accurate than ours needs to be.  The focus of our 
vehicle is not the mapping function but the surveillance capabilities.  The 
mapping function is used to determine where to travel in order to take the 
pictures. 
 The hope is that through observation the group will be able to determine 
the general accuracy of the odometry and IR sensor and than adjust the 
weights accordingly.   
 
The full SLAM process is diagramed below: 
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Image from “SLAM for Dummies” by Soren Riisgaard and Morten Rufus Blas 

 
 
This procedure will be done at every waypoint along the path of the vehicle.   
 

 
Assigning Waypoints 

 
Since the grid method was abandoned a new way for assigning waypoints 

is needed.  The vehicle will assume its current position is a waypoint when it 
starts to run.  A minimum distance for the next waypoint will be set (e.g. .5m) and 
a random point from outside that radius will be set as a waypoint.  The waypoint 
can not have any obstacles between it and the vehicle either (must be able to 
travel to it in a straight line).  This will be done by making a line from the current 
position to the waypoint and seeing if any obstacles have coordinates that fall on 
the line.   

Once a waypoint has been traveled to it will be marked as done and a new 
one will be generated with the constraint that it must be at least .5m from each 
previous waypoint.  If is unable to generate one that meets the distance 
requirement after 5 generations then it will halve the distance requirement and try 
again.   
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Functionality / Performance 
 
 The prototype we plan to present will not be a full-service robot. However, 
it should be noted that it was never intended to be fully-functional, and in fact it is 
impossible for it to be so. In the original concept of the design, it was designed to 
be integrated with the HeliOS autonomous helicopter. Since that project has 
disappeared, we had no specifications for how to make our sub-vehicle 
compatible with the main robot. Therefore, the prototype does not even attempt 
to meet this requirement 
 Another specification we will not achieve is the ability to be thrown through 
a window. The ruggedness of the prototype will not be near to what we would 
need, and the robot will not have and means of operating if it does not land right 
side up. The chassis can take a lot of punishment and go over uneven terrain, 
but the parts may not be protected well or at all. We also gave very little thought 
to operating at any orientation other than the expected one. 
 We do plan to present several capabilities in our prototype. As currently 
planned, the robot will be able to detect its environment, orient itself, compute a 
route to travel thoroughly through an area, and follow that route, capabilities that 
are all detailed in the final report.  
 One ability that is currently on the fence is the image capturing and 
returning requirement. We have not yet ordered a camera, since we are not 
certain it can be integrated into the system and so do not want to spend the 
money on it. However, if we can get enough of the other systems working, it 
should be relatively easy to add a camera that can return images to a TV 
monitor. 
 
 

Critical Components 
 
 There are several critical parts that have been acquired. Most of the 
following necessary parts have been obtained, either through purchase or 
salvage: 
 
Chassis 
Main Processor (GumStix) 
Interface Processor (BrainStem) 
Motors 
Speed Controls 
IR Distance Sensor 
TV Camera 
Digital Compass 
Outer Shell 
Wire & Cables 
Computer Interface Hardware 
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 The main difference between this list and that provided with the previous 
report is the omission of the Moto controller (replaced with speed controls). A 
much more detailed and organized list is in the works for the final submission. 
 

Test Procedures 
 
 For the most part, our test procedures have been mostly informal. The 
majority of our testing has been on the interfacing of various hardware devices 
(motors, digital compass, Moto, speed control). The process is comprised of 
writing short sequences of test code and using a computer link cable to send the 
code and corresponding runtime commands to the processors and evaluating the 
results, either visually or using test software. Tests of the integrated system have 
not been performed as of yet. 
 The results of these tests have, for the most part, been (eventually) 
successful. However, difficulties in performing certain interfacing tasks (such as 
with the IR sensor) and hardware unreliability issues (the H-bridges or the Moto) 
have led us to order additional parts and/or change our design slightly. Most 
notably, we have decided to replace the Moto and its H-bridges with speed 
controls provided from Rich’s hobby supplies. This was done because there was 
some unknown issue that caused our other motor control system to just not 
function.  
 

Aniticipated Risks 
 

As in any project, there are a few potential risks associated with this work. 
One of the most critical is the potential for problems with the GumStix. There are 
two possible large problems with this processor: First, we may not be able to 
produce acceptably bug-free code for the device. The roots of this problem are 
twofold; the GumStix is a Linux environment, which is relatively unfamiliar, and 
the capability we would like out of the program is quite complicated, as seen by 
our “Program” sections in all of our reports. In fact, the reason why we are using 
the GumStix is because the program requires a ‘smarter’ processor than is found 
in basic robotics. The second major problem we face is that the two processors 
may not interface successfully. This has always been a risk, and we believe we 
will not have trouble with it, but we must recognize that it could be a problem.  

If either of these two problems proves to be unsolvable by design day, we 
do have a contingency. It is possible for the BrainStem to perform much of the 
exploratory functions on its own. Without the GumStix, the robot has no high-
level view of its environment, but it can navigate less intelligently. If it winds up 
that we cannot get the more powerful computer to work for whatever reason, the 
BrainStem can execute a demonstration of some of our systems. 

Other risks associated with this project, such as hardware failure or work 
overload and member dissent, are not envisioned as problems. Our mechanical 
parts are robust and we are being very careful with critical components. 
Problems relating to the members themselves, while potentially disastrous, 
should not be an issue, because in a pinch, we have always pulled together 
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before, despite differences of opinion. This team dynamic will allow us to 
overcome all but the most catastrophic of design failures. 
 

Critical Technical Problems 
 
 There have been two major problems since the beginning of the semester. 
One has been the mismatching and lack of suitable connecting cables, which can 
generally be solved by buying more, as the parts are cheap. The other problem is 
a bit trickier. Either the Moto or its associated H-bridge circuits (which we 
salvaged from the Roomba project) has some sort of malfunction and is 
unusable. The way we are getting around this problem is to use speed controls 
that Rich had from his RC car hobby, which will be connected to the BrainStem, 
following the same general model in place of the Moto.  
 

Evaluation of Project Costs 
 
 As of this writing, the project is still close to being on budget, with only 
slight overrun. There are two reasons for this. First, as noted repeatedly in 
weekly reports, we have been very fortunate to have salvaged so many of our 
parts (although the salvaged motor controls turned out to be inoperable). The 
other reason we haven’t overrun costs too much yet is that we have not 
purchased a camera. The part of the budget that remained after purchasing 
major parts is not sufficient to buy a camera meeting our highest expectations, 
and, as noted, it may be unnecessary to buy the device. Whether or not we 
decide to obtain a camera, we have decided to split the cost overrun evenly 
among the group members, and the camera will most likely still be returned to 
the ECE department at the conclusion of the project. 
 
Current Project Costs: $256.80 
Current Cost Overrun: $6.80 (3% of allowed budget) 
Est. Camera Cost: $80 
Est. Cost Overrun: $86.80 (34% of allowed budget) 
 

Updated Schedule 
 

There are no changes to the Gantt chart, only in our opinion towards it. It 
was believed that the chart was rather pessimistic, but it turns out that our “safe” 
assumptions were accurate. While we might have been slightly ahead of the plan 
before, delays and problems have now pushed us to be more or less where we 
planned to be in a less than perfect situation. With any luck, we will keep to the 
schedule, and remain on target for design day. As of now, the Gantt chart 
provided with the final report of last semester remains valid. 
 

Updated Block Diagram 
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There are no changes to the block diagram associated with this project. 
The Moto and its H-bridges have been replaced with speed controls, but that 
block of the report is functionally identical, and remains labeled “motor 
controllers.” 
 

Conclusion 
 
 In accordance with our plans for Senior Design, we plan to complete the 
expected project for final presentation. This is largely thanks to our philosophy of 
‘think big, plan reasonably.’ Thus, while we can envision a project much more 
advanced than the one we will have done, we made sure to promise and plan a 
more realistic system. There is still much that could be done with this project and, 
unlike many projects that hope for continuance, we actually have close contacts 
with someone taking senior design next year, and thus have a better chance of 
seeing this project taken further than we will. 


